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Recap: Situating ourselves
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Recap: Current results

Seemingly contradictory
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Recap: Current results

The big picture
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More in depth: Transformer Encoders

A transformer encoder is a function mapping sequences of strings
to sequences of real vectors.
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More in depth: Transformer Encoders

Often, we designate the transformer as accepting w if the last

value in the last vector tfr(w)[d, n| > 0 is above some threshold.

Positional
Encoding

Feed-Forward
Network

Embedding

Masked
Attention
AN S

tfr



More in depth: Word Embeddings
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More in depth: Word Embeddings (without PEs)

Without positional embeddings (or masking, to be explained later)

the transformer cannot distinguish the order of words
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More in depth: Attention layer

Scaled dot-product self-attention with d input/output dimensions
and dhiq key/value dimensions is a function

att: (RI)* 5 (R9)*
X—=Y
Q[i] = We(X[])
K[j] = WX(X[])
V[j] = WY(X[j])

S[l J] = M softmax
’ Vdhia
ali,:] = softmax(s[i, :]) }SD
Yil = 3 afi VL] T~ &
jen o
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More in depth: Feed-Forward

A linear layer is a function

lin: R — RY (1)
x—=Wx+b (2)
A feed-forward neural network
(FENN) is a function
fn: R% — R%
x —y where
h = ReLU(/in1(x))
y = liny(h)

Note that ReLU(x) = max(x, 0)
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More in depth: Layer composition

A transformer is a composition of

attention and feed-forward layers.
Outputs

Feed-Forward 2

th: ¥ 2 (Rd)*
att: (RY)* 5 (RY)*

i 29 > B9
WE: T - R

Attention 1

Extend WE to sequences, elementwise.

Then:
tfr = ffny o atty o ffny o atty o att o WE T

Inputs

This is the “depth” in “deep learning”.
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Today’s goals and question




Today’s Goals

0. Review the definition of transformers

1. Explain the difference between masked hard-attention
transformers and soft attention transformers
2. Show the correspondence between masked hard-attention

transformers and LTL

3. Describe how strict-masking, positional embeddings, and
depth contribute to the expressivity of a masked
hard-attention transformer
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Unique-hard attention transformers
correspond closely with LTL

’0'o O o

This allows us to bring results from one domain to the other.
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LTL Correspondence
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Analyzing masked hard-attention
transformers



Logic and Computation

Logic is a powerful tool for describing computation.

e Quantifier depth corresponds to parallel computation time

e Number of variables corresponds to number of processors
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Quantification and Parallelism

otto F Vx.ball(x)
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Number of Variables and Number of Processors

otto F size(x) < size(y)
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Self-Attention
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Masked Hard-Attention Transformers

Position-wise

Hard attention

Outputs

Feed-Forward

3

3-layer feed-forward network with ReLU activation

Values: any linear function with residual connection

Leftmost or rightmost maximum

Attention scores: any bilinear function

Attention masking: strict future, strict past, or none
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Rightmost Hardmax

Definition (Hardmax)

The n-dimensional rightmost hardmax function is the function
rhardmax: R"” — R” such that

[rhardmax(s)]; = I[i = max /]

I ={i€[n]|si =maxs}.

That is, it returns the one-hot vector with a 1 in the rightmost

coordinate that maximizes s.
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Unique Hard Self-Attention (in case needed)

Scaled dot-product self-attention with d input/output dimensions

and dhiq key/value dimensions is a function

att: (R9)* 5 (R9)*

X—=Y
Q[i] = WR(X[i])
K[j] = WX(X[]) i
V[j] = WV(XL/]) hard
sliJj] = i N v
ali,:] = rhardmax(s[i,:])
Y(il= " afi,j] V] )
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Masked Unique-Hard Attention Distilled

For each X, do the following to
get att(X):
1. Ifi=0, return 0 @

2' ComPUte S[I,J] = % for rhardmax e
each j < i @

3. Let jj = rhardmax; s[i, j]
4. Return V[jj]
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Hard Attention

At low temperature, softmax closely approximates rhardmax —
selecting a single input. Assuming, there is some tiebreaking.
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Hard Attention in the Wild

e Real transformers are often observed to focus attention on a
very small number of positions [Merrill et al., 2021].

e On Dyck languages, they have been found to learn effectively
unique-hard attention in their second layer [Ebrahimi et al.,
2020, Fig. 1]. [Chiang and Cholak, 2022], but in practice,
transformers cannot learn parity [Bhattamishra et al., 2020].
Unique-hard attention transformers also cannot compute
parity [Hahn, 2020], so they are in some sense more realistic.

e Hard attention has occasionally been used in practice in
previous research on interpretability [Kinley, 2020] and
efficiency [Gupta et al., 2021, Xu et al., 2021].
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Goal 1: COMPLETE

We now know the difference between rightmost hard and
soft-attention.
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Question of the Day

What is the right sort of
quantification and amount of
variables to describe (unique-hard)

transformer computation?
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A Review of LTL

For input string w = wy - - - w, and position i € [n], we define
w, i F ¢ as follows:

w,iF Q; W, —a
W,I":¢1\/¢2 W, i E ¢1orw,iF ¢
W7I.':ﬁ¢1 Wa"b{(ﬁl

w, i F ¢1 since ¢, for some j < i, we have w,j F ¢», and

for all k such that j < k < i, we have w, k F ¢

For an input string w € £ of length n we write w & ¢ if and only
w, nkE ¢.
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A Review of LTL

‘ a b c a b b
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LTL Properties

Compared to FO:

e Restricted variable use

e Restricted quantification
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Equivalence




The Main Result
FO
TheorenV

Masked Hard-attention Kamp [1968]

Transformers

Theorem 2.5

LTL
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An Alternative Diagram

Masked
Hard-attention LTL
Transformers

The direct proof in Yang et al. [2023] has more details. It's more
complicated, but the results are important for later.
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Masked hard-attention transformers to FO

Kamp [1968]

Theorenk d

LTL
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Finite Values

Lemma

Let T be a unique (leftmost or rightmost) hard attention
transformer. There is a finite set F C RY such that for any input

string w, all the activation vectors computed by T (w) belong to F.
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Masked Unique-Hard Attention Distilled

For each X, do the following to
get att(X):
1. Ifi=0, return 0
©)

2. Compute s[i,j] = %

for each j < i B
3. Let j; = rhardmax; s[i, j] sherdmax o

4. Return V[ji]
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Thinking About Finite Activations

Outputs
e ’ FFN: considering residual connections too, gives
eed- 1orwar (ZI(Z] + 1))2 many vectors

Values: |X| + 1 many V[i], plus residual connections
gives |X|(|X| 4+ 1) many vectors

Embedding Embedding: |X| many vectors
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Finite Functions

Let F = {v1, vo, v3}. Consider the function f: F — [ defined by
f(vi) = v, f(v2) = v3, and f(v3) = vs.

@ v3
(2)
() ()

Let in,, indicate the input to f is v;, and out,, for output. Then f

is described by

(outy, <+ (iny, Viny,)) A (out, <> iny,)
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Embedding

Consider embedding ¥ — F. For each v € F, we have a formula
wemb, (i) that says the embedding of the i-th symbol is v

wemb, (i) = \/ Qa(i)
acy
WE(a)=v

38



Feed Forward

Similarly, feedforward networks from F — F can be described by
FO formulas as mentioned before.
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Recall, Masked Unique-Hard Attention Distilled

For each X, do the following to

get att(X):
1. If i =0, return 0 b
2. Compute s[i,j] = Qg%] thardmax it
for each j < i @

3. Let j; = rhardmax;s[i, j] ©,

4. Return V[jj]
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Recall, Masked Unique-Hard Attention Distilled

For each X, do the following to
get att(X):

1. If i=0, return 0

2. Compute S[/,j] = Q[I]dth[l] rhardmax

for each j </

3. Let j; = rhardmax; s[i, j]
4. Return V[ji]
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Computing rhardmax

Compare(i7j17j2) = \/ (scorevl(i,jl) A score\,2(i,j2))
e

rhardmax(i,j) =j < i
AVklk < j — compare(i, k, j)]
AVk[j < k A\ k < i — —compare(i, , k)].
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Retrieving V)]

(i) Jj[rhardmax(i, ) A valuey(j)] v#0
atty (/) =
Jj[rhardmax(i,j) A valuey(j)] vV —3j[j <i] v=0.
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FO to LTL
Theoreny

Masked hard-attention Kamp [1968]

Transformers

Theorem 2.5
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LTL to Masked hard-attention transformers
FO
Theoreny

Theorem 2.5

Kamp [1968]
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Parallel Composition

Lemma (Parallel composition)

Given transformer encoders without layer normalization
tfri: X° N (Rdl)*
trp: X* 5 (R%)*
there is a transformer
thry @ thry: T* 5 (RHTE)*

such that for all stringsw = wg -+ - wp_1 € X7,

tfrl(w)[O]]  [tfra(w)ln - 1]] |

(tfr1 @ tfra)(w) = [tfrz(W)[O] tfro(w)[n — 1]

46



Parallel Composition Diagram

Outputs

Feed-Forward 2

Outputs Outputs
Feed-Forward 1

Feed-Forward 1 Feed-Forward 2 Attention 2
Attention 1 Attention 2 Attention 1
Embedding 1 Embedding 2 Embedding 3

Inputs Inputs Inputs

47



Statement

Theorem

For any LTL formula ¢, there is a transformer tfrs and an index k
such that

) 1 ifw,iFo
tfry(w)[i, k] =
0 otherwise

We show this by induction on the structure of ¢. Note, we also will
notate this as tfry(w)[i] = I[w, i F ¢].

48



Base Case

Base case ¢ = Q, for some a € ¥X: Then tfry is just an embedding
function

R
tfr y(w)[i] = WE(i) = 4 - "W F @ (3)
0 otherwise

49



Boolean Functions

Use a feed-forward network to compute the boolean functions. As
example, XOR(x1, x2):
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J i J i
w, i |= ¢1 since ¢ w, i £ ¢1 since ¢
1.

w, i = ¢1 since ¢

The rightmost j satisfying ¢ occurs at or beyond the
rightmost j satisfying —¢1

The rightmost j satisfying ¢, occurs before the rightmost j
satisfying —¢1

There is no j satisfying ¢»

Bl



If i =0, return 0

Compute s[i,j] = (w,j = —¢1 V ¢2) for each j < i
Let j; = rhardmax; s[i, j]

Return V[ji] = w,ji = ¢2

s
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Goal 2: COMPLETE

We can now show how masked hard-attention transformers and
LTL are equivalent.
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Corollaries




This close correspondence between MUHATSs and LTL allows us to
apply results from one domain to the other.

LTL gives us a way to reason precisely about the computational
resources a masked hard-attention transformer uses.
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What is the difference in strict vs

non-strict masking?
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Non-Strictness

Non-strict since is defined as

w, i E ¢1 since ¢ for some j</, we have w,j E ¢, and

for all k such that j < k<i, we have w, k = ¢

Non-strict masking is the usual masking scheme where a position

can attend to itself.

56



Stutter-Invariant Star-Free Languages

A language over ¥ is called stutter-invariant iff for all u,v € X*
and a € ¥, vav € L iff uaav € L.

An example of a language that is star-free but not stutter-invariant
is {a}.

Peled and Wilke [1997] prove non-strict LTL recognizes exactly the
stutter-invariant star-free languages.
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Positional Embeddings

How do positional embeddings affect

expressive power?
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Positional Embeddings

Sinusoidal position embeddings For any even d, let us define a

rational sinusoidal positional embedding with d dimensions to be a

position embedding

sin2mwfii
cos2mfyi
sin 2mfy i

COos 27de/2i

fl,...,fd/QEQ.

Admittedly, in the original definition, the f, were not rational.
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Modular Predicates

Modular Predicates For any m € N and r € {0,...,m — 1}, we
define the modular predicate MODy, as follows:

w E MOD7, (i) iff i mod m=r

60



Transformers and Regular Languages in AC°

Masked hard-attention transformers are equivalent to
FO[<, MOD], which is equivalent LTL[MOD], which is equivalent
to the regular languages in ACC.
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How does adding more layers affect

expressive power?

62



The depth of a masked hard-attention transformer is the number
of attention layers it has. The temporal depth of an LTL formula is
defined inductively as follows:

dp(Q.) =0
dp(=¢) = dp(¢)
dp(¢ A ¢) = max(dp(¢), dp(+))
dp(¢ since ¢) = max(dp(¢), dp(¢)) + 1

63



Tripping up the Stairs

STAIR is the language over ¥ = {a, b, c} of strings which, after

k

deleting c¢'s, contain a* as a substring.

For instance, T since (Q, A (—=Qp since (Q; A (—Qp since Qs))))
recognizes STAIR3.
e aa ¢ STAIR3
aaa € STAIR3
acaca € STAIR3
aaaa € STAIR;
acabaca ¢ STAIR3
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The since Hierarchy

Let LTLy be the set of languages recognizable by LTL formulas of
depth at most k. Then, Etessami and Wilke [2000] show:

STAIRy € LTL,
STAIR 1 & LTLy
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Depth Hierarchy

MUHAT(»F)x C MUHAT(»F)oki1
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Depth Hierarchy

MUHAT(»F)x C LTLok € LTLokr1 € MUHAT(»F)ok11
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Goal 3: COMPLETE

We now can describe how different components of masked
hard-attention transformers contribute to their expressive power.
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0. We Reviewed the definition of transformers

1. We Explained the difference between masked hard-attention
transformers and soft attention transformers
2. We Showed the correspondence between masked

hard-attention transformers and LTL

3. We Described how strict-masking, positional embeddings,
and depth contribute to the expressivity of a masked
hard-attention transformer

69



0. We Reviewed the definition of transformers vyes!

1. We Explained the difference between masked hard-attention
transformers and soft attention transformers - lowering the

temperature in softmax towards rhardmax

2. We Showed the correspondence between masked
hard-attention transformers and LTL - via simulation in FO,

simulation of LTL, and Kamp's Theorem

3. We Described how strict-masking, positional embeddings,
and depth contribute to the expressivity of a masked

hard-attention transformer - using interesting results from
LTL!
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